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This tutorial will explain my workflow when making a normal map for a character. I'll be using 3DSMax though most of it
will transfer to any program. As with everything I write, take it with a grain of salt, compare it to what you know, and
figure out what you want to use from it for yourself.

First I'm going to explain what a normal map is and does, from an artists perspective. Imagine a styrofoam head that is
faceted and chunky. This is like our low poly model. Then imagine coating it in clay and sculpting a much more detailed
face on top of it. Then you slit this clay from the back, and pry it off. Lay it flat on the table, and you will see that it is
thick in some places, and thin in others where the edges of the chunky head (the low poly model) came close to the
surface. This layer of clay is what gives the definition to the sculpture, whereas it was featureless and flat before the
clay was added. This is what a normal map does, though it is virtual and doesn't change the actual silhouette. It tells the
engine how to display the light hitting the object. Current hardware can only handle a certain number of polygons still,
but normal maps give us more detail without actually stressing the processors as much as trying to render the high poly
models that the normal map comes from. 

Next I'll explain how the "bake" works. The low poly casts "rays" out from it's surface, using it's smoothing groups to
determine the direction the rays are cast. You can enhance and tweak the rays in some programs by using a "cage"
which I'll explain further later on. If you apply smoothing groups to a model, it will not only display a razor sharp crease
in the model in game, going against the look of the other defined edges in the normal map, but the "bake" will also miss
portions of the high poly. This image should help explain.

 

The first thing I do when making an asset that will have a normal map, is to make a "sketch" model. I make this model
quickly, trying to hit my target polycount for the in game model. I pay attention to silhouette and meshflow as well. This
is so that I can know how much detail my low poly will "hold". If you make a high poly model, without any regard to the
polycount you have for the low poly version, you might find that you made it too detailed, with too many things breaking
the silhouette, and then you'll have to go and delete portions of your high poly, wasting valuable time. Normal maps
work best on large smooth planar surfaces. The rounder and smoother your low poly, the better the normal maps will
catch and hold. Whenever you have to make too many quick changes in surface direction, the normal map won't work
as well. I try to keep my low poly one solid mesh, with one smoothing group. The reasons I make my meshes watertight,
is that when you have intersecting elements, the normals don't average. This means when the normal map displays it
won't average either, and you will have a hard intersect. I didn't save that state of this model, so imagine that this model
is rougher and doesn't match up with the high poly so well. 

Layers are extremely important when creating normal maps in max. These are the most commonly used buttons for my
workflow. I encourage you to learn the other buttons as well, but this should give you a crash course in the layer panel.
In order to bring this layer manager up, click this button.

I keep my sketch model on a layer called "low". I make a new layer named after whatever part I'm working on. In this
case it was "body" and I merged in a body I'd made before and started altering it to fit this project. I'm not going to cover
high poly asset creation here, I'm going to assume you've made your high poly in your package of choice, be it zbrush,
XSI, Modo, or others, and merged it back into max. Try to keep all your chunks as organized as possible on different
layers. This is especially important if you don't have a great video card, as you can speed up your viewport manipulation
by only having one layer visible at a time. 

Now comes time to tighten up your sketch model to match up with the high poly. I like to put the low poly on X-ray mode
(alt+x) so I can see the high poly inside it. To speed up your view, only show wireframe on selected object, as displaying
the wireframe on your high poly slows the scene down a lot. To do this, right click perspective in the upper right corner
of your viewport and go to Configure at the bottom. Then in the Rendering Method tab, tick the display selected with
edged faces button. This way when you have edged faces turned off, whatever you select still gets edged faces. Try to
match the surface of your low poly as closely as possible to the high poly. The goal is to capture the silhouette and
volume of the high poly. Pay particular attention to parts that break the silhouette. There is a script on Scriptspot called
"Tim's Scripts" that has a conform macroscript in it. If you have a solid mesh as your high poly, you can use this script to
pop the verticies of your low poly to the surface of your high poly. 

After you have matched your low poly to the high poly, it's time to layout UV's. When making UV layouts for use with
normal maps, there are a couple things to be mindful of. The first is what your target engine is capable of. Also, keep in
mind that UV chunks can be facing "forward" or "backwards". The way to tell, is to apply a texture with some text on it. If
the text displays correctly, it's facing forwards. If the text displays in reverse, it's backwards. Whenever you use the
Planar map function in the Unwrap UVW editor, with it set to average normals, it will map them facing "forwards"
Likewise if you use the UVhelp script (www.microcan.nl) when you relax something, it will relax them so that they face
forwards. There are generally three types of engines:

1) Everything must have unique UV space. No mirroring, no flipping. Everything must be facing forward in the UV area. 

2) Mirroring is allowed, but only directly down the center of the object. 

3) Creative mirroring and flipping is allowed, and the engine can adjust using the winding rules and the facing direction
of the UVW chunks. As of this writing, very few engines allow this type. If you are working on a game in mid
development, try to push your programmers to make this work if possible, as it allows the best use of texture space
versus unique details. This method allows you to layout UV's as you normally would for a non normal mapped model. 

Regardless of your engine type, there are some rules to making good UV layouts. The first is to have as few seams as
possible. No matter what the engine, seams always seem to show up. Hide your seams in non visible areas. Be twice
as anal about hiding seams as you would be on a color map only model. Try to keep things as relaxed as possible so
that if you apply a checker map, the squares all appear uniform and straight. Use the UVhelp script till max 8 comes out
(max 8 has a working relax function) UVhelp and documentation can be had from www.microcan.nl Whenever possible
have seams lie on the same axis, either horizontal or vertical. The best example I can give is a cylinder. Don't let it curve
in the UV layout, straighten it so that each seams is parallel to each other. If your engine type is number 1 or 2, this is
twice as important. This is because of the way that a normal map is stored in RGB. In the below example, I created this
model as if I had access to engine type 2 (which is how max displays things). The arms are mapped so that the seam is
parallel to itself on either side. Same with the head seams. The head is welded to the torso and the pants, to eliminate
as many seams as possible. 

If you are using 3DSMax as your baker (baking normal maps is only available in max 7 and up) you may not have any
UV chunks overlapping. Grab the offending chunks (in the above example, both legs and feet grabbed from the same
chunk). Then using Unwrap tools (available at www.chuggnut.com and YES it does work in max 7 despite him claiming
it only works for 5) offset those chunks a value of 1.0 in either U or V direction (I prefer U). What this does, is moves it
out of the way so that the max bake doesn't error (it ignores chunks outside of the UV square) but when a texture is
applied, because the texture tiles, those chunks still get the exact texture area that their in-the-square counterparts get.
This is why it's so important to offset it exactly 1.0 and nothing more or less. If you were to leave the chunks
overlapping, your render would have a wireframe overlay of reversed normals, and in the color map, you'd have sparkly
colors or a wireframe overlay. 

After your UV's are finalized be sure to reset Xforms on your low poly. Make sure your Smoothing groups are set up
correctly (I put all of mine on SG 1) Now press the zero key to bring up the Render to Texture dialog box. Alternatively
you can get to it under the render menu.

Above outlined in pink is the options box. clicking it brings up the below dialog box. 

Don't render yet. You still need to set up your cage. A cage is very powerful. Without a cage, all the rays cast in the
bake will travel the same distance. This will almost always result in it grabbing from areas you don't want it to. The cage
lets you not only vary the length, but also the direction the rays are cast. This is very powerful. I always set up a cage for
my objects. 

When you bring up the render to texture dialog box, and add the high poly pieces, it automatically applies a projection
modifier to your low poly. You can also add this manually using the modifier list. 

The first thing I end up having to do to my cage is reset it. It tries to auto fit it, but it has never worked so far. I reset the
cage, then I put a push on the entire cage till it encompasses the entire model. 

After putting on a universal push, I go into the point sub object selection, and grab the problem areas, then I reset them.

Then I do a smaller push on them so that it's more appropriate for those areas. You will only be able to do certain areas
using the push. Some areas are just too problematic, and will need custom tweaking. Go into point mode, and using the
move rotate and scale gizmos, tweak the cage to encompass the high poly model without overlapping areas you don't
want to pull from. 

Remember how I said that the cage can control the direction the rays are cast? Here is how that's immensely beneficial.

With the unedited cage, the high poly is grabbed unevenly. Where the low poly surface is closer to the high poly, it
grabs the edge, but as it gets further away from the hig poly surface, it grabs the top of the high poly first, because of
the angle the cage is facing. If you go in and manually edit the cage, so that it is as close to the high poly surface as it
can be while still encompassing it, you will get a smooth normal map rendered. This works well on gun barrels, shorts,
shirt sleeves, anything that is round, but you don't have enough polys to make it as round as the high poly is. I edited
the cage on my skater, so that it would grab from the shorts like the cylinder above on the right. this gave me a nice
smooth edge for the shorts normals. 

Once your cage is set up, you can render using the render button in the render to texture dialog box.

Once you've rendered out your normal map successfully from max, which might take a few tries till you get your cage
set up well, you will have to clean it up. I didn't remember to save one of the early renders of this normal map, but this
one still has some errors in it. 

See the collar of the shirt? How it wobbles back and forth? That's something that needs cleaning up. Also the
headphone strap at the bottom right is a bit wobbly. This normal map started out with several holes in it also, where the
cage wasn't quite large enough, but it wasn't worth rerendering it, so I cleaned them up in photoshop. 

Rather than painting in RGB, which will not only create weird smoothing errors, and hurts your brain, break it down into
channels. If you are used to keeping an imaginary light source in your head for traditional texturing, this should be fairly
easy to work with. When you want to use the smudge brush per channel, be sure to tick the option box at the top that
says "use all layers" or it will not work. 

Here is an example of an area I cleaned up. See how easy it is to understand the changes I made when you approach it
per channel? The result is much cleaner than had I tried to fix it in the RGB all at once. Fix all the chunky areas like
these, before moving on to adding detail with the NVfilter

 

After you have cleaned up your Normal map by painting out the errors and holes in each channel, it's time to use the
NVfilter to add smaller details. The general rule I use, is if anything is less than an 1/8th inch thick, it should be left to
this stage to create. Small details like these don't really benefit from being modeled, and would take much too long to
model in high poly, if it's even possible to model them at all. Cloth seams, surface texture, grit, pocks, dings, rust, skin
pores, and scratches can all be made very easily using the NVfilter. Which can be had here. 

When you prepare a layer to use the filter on, you make it like a traditional bump map. Meaning that the lighter a pixel
is, the higher off the surface it will be in the normal map. The blacker it is, the more indented it will seem. Middle grey
will appear to lie directly on the surface of the normal map. 

I normally prepare my details in layers according to groups. I will do the threads on a shoe in one, and the grit for a tshirt
on another. That way I can run the filter on a different scale per layer as is appropriate for the detail in question. 

After running the filter, it's good to remove the neutral 128.128.255 purple by using the magic wand set to 0 tollerance
and the contiguous box unticked. Click on the large expanse of purple to select it all, and hit the delete key to remove it. 

After you have done the above steps, you are ready to combine the filtered layer, with the baked layer. The first step is
to select the blue channel only by going into the channels tabs, and then hit ctrl+l to bring up the levels control. Then
reduce the blue channels value from 255 to 128. Then put the entire layer on overlay mode. I have an action you can
load that does this all in one step called "normal fix".

The blue channel from your baked layer, has depth information in it. It's already fairly bleached out, but it's accurate.
The blue channel from your nvfiltered version contains almost no value in it. If you didn't half the blue channel from it, it
would blow the blue channel out from your baked layer. By halfing the value, when you put it on overlay, it only
modulates the blue channel, rather than blowing it out. 

After putting in all the fine details using the Normal Map filter on hand painted layers, you can add even more detail by
giving certain materials a different grit than others. The baked versions tend to all be very smooth, which reads well in
game, but having some with a rougher "tooth" or a small pattern to diffuse the light can help add realism and varying
material types. I like to use photoshops pattern tools for this effect. I have a small library of tileable images that I can
use at any point in time. The best part about the pattern function, is that because it works on small tileable images, you
can use it on any texture reguardless of size. Sometimes I do have to have two versions of a pattern, one for very small
textures, and another for larger textures, so that the detail is still the appropriate size. 

Below is an example of a small tileable black and white image. I use the pencil tool to make sure it's very crisp, so that it
will read well in the final texture. Define it as a pattern first, then use the fill tool on a blank layer above your baked
normal map layer. 

When you are ready to apply a surface pattern to your materials, first create a mask for them, so it will be easy to
constrain the pattern to only the area you want it. After you've filled only those areas, follow the steps used above for
the shoe detail to combine the pattern and the baked layer. 

Overlaying details in photoshop can greatly aid your normal map creation process. It's faster than modeling all of it into
the high poly in many cases, and sometimes let's you add details you would have no way of adding otherwise. Add as
many layers as you want, but be sure to make a flattened version at the end and run the normal map filter with the
"normalize only" setting so that it's all mathematically correct for your engine. 

While I'm not going to cover color or specular map creation in this tutorial, I am going to show you how to preview the
normal map in 3DSMax 7. It helps to have a color and spec map for preview purposes so I'm going to use ones I've
already created. 

Color

Specular

Normal

Next you have to create the material to display your shader in 3DSMAX viewport. This works with max 7 and greater. I
also recomend Ben Cloward's shaders, which can be had here. I'm showing how to use 3DSMAX default shader to
keep things simple, and because eventually I'm assuming they will fix their shader in subsequent releases. The main
problem is that it only shows maps at 512 or smaller until you render (when it uses the actual map size) and it doesn't
handle mirrored bits well (read that as it doesn't handle them at all). But it's a good previewer that works out of the box,
and will probably get better with time. 

Apply your shader to your low poly and you should now see your model with normal maps. Add as many lights as you
like, and they will light the normal map in real time. Use the actual renderer if you want to see maps larger than 512 at
actual size. 

 


